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Demystifying Parallel and Distributed Deep below:
Learning: An In-depth Concurrency Analysis

Tal Ben-Nun, Torsten Hoefler

Q

Deep Neural Networks (DNNs) are becoming an important tool in modern computing applications.

Accelerating their training is a major challenge and... (more) Current Issue: Volume 52 Issue 4,

August 2019 (Issue-in-Progress)
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A very active area of research!

44 papers per day!

Year 2012 2013 |2014 |2015 |2016 |[2017 |2018 |2019

cs.Al 1,081 1,765 1,022 1,105 1,929 2,790 4,262 4,176

cs.CV 577 852 1,349 2,261 3,627 5,693 8,599 9,825
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What is Deep Learning used for?

How does Deep Learning work?

Canzianet al. 2017
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Deep Learning is Supercomputing!
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layerwise weight update

A ImageNet (1k): 180 GB A
A ImageNet (22k): A few TB A
A Industry: Much larger A

100-200 layers deep A 10-22k labels
~100M2B parameters A growing (e.g., face recognition)
0.1-8 GiBparameter storage A weeks to train
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A brief theory of supervised deep learning
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Stochastic Gradient Descent 0° AOCI . EM [/ ]
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12: IVl fully connected

A Layel‘ Storage :I:l:) | |“qcé ) | | L,) | | é | Learning Rate wltHD) — () _ - vf(w(r}_ z) = wlf) = - Vlt)
Adaptive Learning Rate wltt) = () — . Way(®)
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T. BeaNun, T. Hoefler: Demystifying Parallel and Distributed Deep Learning:apth Concurrency Analysa XivFeb 2018
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Trends in deep learning: hardware and mutipde

The field is moving fagttrying everything imaginable survey results from 227 papers in the area of parallel deep learnil
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Deep Learning Is largely on distributed memory today!

T. BeaNun, T. Hoefler: Demystifying Parallel and Distributed Deep Learning:apth Concurrency Analysa XivFeb 2018
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Trends indistributed deep learning: node count and communication

The field is moving fagttrying everything imaginable survey results from 227 papers in the area of parallel deep learni
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Deep Learning research is converging to MPI!

T. BeAaNun, T. Hoefler;: Demystifying Parallel and Distributed Deep Learning:aepth Concurrency Analysa XivFeb 2018
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Microbatching(pu-cuDNN ¢ how to implement layers best in practice?

Fast (up to 4.54x faster obeepBench

MicrobatchingStrategy

none (undivided) u

powers-of-two only D

@ IMPLICIT PRECOMP_GEMM
B FFT_TILING
B WINOGRAD NONFUSED

! | | | | | |
0 1 2 3 4 S 6 7

Time [ms]

any (unrestricted) a

YosukeDyama Tal BerNun, TH and Satoshi MatsuokacuDNN Accelerating Deep Learning Frameworks with MBadching, Cluster 2018 14
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Layer parallelisnt, limited by network size
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A Parameters can be distributed across processors
A Mini-batch has to be copied to all processors
A Backpropagation requires atb-all communication every layer
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A Simple and efficient solution, easy to implement

’

A Duplicate parameters at all processors

X. Zhang et al.: An Efficient Implementation of the Bardpagation Algorithm on the Connection Machine -@ME
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Hybrid parallelism Data Layer
Parallelism Parallelism
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Layers/parameters can be distributed across processors

A

A Can distribute minibatch

A Often specific to layettypes (e.g., distribute fc layers but handle conv layers datarallel)
A Enables arbitrary combinations of data, model, and pipeline parallejigeny powerful!

A. Krizhevsky: One weird trick for parallelizing convolutional neural netwanks2014

J. Dean et al.: Large scale distributed deep netwtNkB& 2 m H P 18
T. BeaNun, T. Hoefler: Demystifying Parallel and Distributed Deep Learning:B¢pth Concurrency Analysas XivFeb 2018
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Updating parameters irdistributed data parallelism

Decentral

collectiveallreduceof ::

Jd 4 3
T
Mg
i1

Training Agent Training Agent Training Agent Training Agent

NP s

parameter servergharded0 8 6 0 h 0

XXX

Y ¢b ¢GaTo Collective operations :%{
- Topologies

- Neighborhood collectives Y ¢l 1§
- RMA? oG od p Ao
Hierarchical Parameter Server Adaptive Minibatch Size
S. Gupta et al.: Model Accuracy and S. L. Smith et al.: Don't Decay the
Runtime Tradeoff in Distributed Deep Learning Rate, Increase the Batch Size,
Learning: A Systematic arXiv2017

{GdzRé®d L/ 5aQmi
Training Agent Training Agent Training Agent Training Agent
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Parameter (and Model) consistencycentralized

A Parameter exchange frequency can be controlled, while still
attaining convergence:

Training Agent Training Agent  Training Agent  Training Agent
Max. Staleness

. > - >
Time Time
Synchronous Stale Synchronous / Bounded Asynchronous
Asynchronous

A Started with Hogwild [Niu et al. 2011]¢ shared memory, by chance
A DistBelief[Dean et al. 2012] moved the idea to distributed
A ¢CNF¥RSa 2FF daidlFidAaGAOLE LISNF2NXYI YyOSE FT2N) dKI NF

J. Dean et al.: Large scale distributed deep netwdNkK3® m H P
F.Niuet al.:Hogwild A lockfree approach to parallelizing stochastic gradient descliR® m m ®
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Parameter (and Model) consistencydecentralized

collectiveallreduceof ::

A Parameter exchange frequency can be controlled, while still
attaining convergence. Training AgentTraining Agent Training Agent Training Agent

Max Staleness

Agent 1 X o0 Agent fmmm Agent 1
- ! f -
Of Alk Alk Alk Ak D Agentr
. & Re(lnluce Reijuce ' Reijuce Reduce CD Agent k
Agent m KRN IFEENNN X ¢ Agent m oL h) ﬁ Agent m
. >
Synchronous Stale Synchronous / Bounded Asynchronous Asynchronous

A May also consider limited/slower distributiorg gossip Jinet al. 2016]

PeterHJINS G I f &Y &1 26 (2 aol S RUSusteNgFO6dzi SR RSSLI f SFNYVAYIKES bLt{
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Parameter consistency in deep learning

Sync.

U‘ Using physical forces between

Parameter Server X @ different versions ob :

6C M ) _ (R |(()(F1) ())

. EEIastic
Agent m  EEIE) FRE) FRGR) (] | Average o e o
. : >
Time
Synchronous StaleSynchronous Asynchronous Model Ensemble
SGD SGD SGD (HOGWILD!) Averaging Learning

(e.qg., elastic)

Consistentﬁ Inconsistent

{® %KlIy3 SG Fftody 58S f SINYAYyI gAGK 9t aGAO ' dSNYIAy3T { D5 bLt{Qmp 22



v ouaon ETHZziirich

Parameter consistency in deep learning
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Synchronous StaleSynchronous Asynchronous Model Ensemble
SGD SGD SGD (HOGWILD!) Averaging Learning
(e.qg., elastic)
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T. GDietterich Ensemble Methods in Machine Learning, MCS 2000
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Communication optimizations

A Different options how to optimize updates
A Send 0, received
A Send FC factors ( , € ), compute 0 on parameter server
Broadcast factors to not receive full w
A Use lossy compression when sending, accumulate error locally!

A Quantization

A Quantize weight updates and potentially weights

A Main trick is stochastic rounding [&Jexpectation is more accurate source: ai.intel.com. .
Enables low precision (half, quarter) to become standard

A TernGrad ternary weights[2, ® A G { D5 wo 83X X

A Sparsification
A Do not send small weight updates only send togk [4]
Accumulate omitted gradients locally

Training Agent Training Agent  Training Agent  Training Agent

(b) Fixed point (c) Binary (d) Floating point

Quantized value

Original Network Pruning

oMB8 { @ DdzZLJil S&G Ff®d 5SSLI [SINYAY3A gA0GK [AYAGSR bdzYSNR O
[2] F. Li and B. Liu. Ternary Weight NetwoakXjiv2016

[3] F.Seideet al. 1Bit Stochastic Gradient Descent and Application to fPateallel Distributed Training of Speech DNN#terspeech2014
[4] C.Rengglet al. SparCMLHighPerformance Sparse Communication for Machine Learaimgy2018
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Sparsificationg top-k Stochastic Gradient Descent

A Pick the klargest elements of the vector at each node!
A Accumulate the remainder locally (convergence proof, similar to async. SGD with implicit staleness bounds [1])

Assumption 1. There exists a (small) constant & such that, for every iterationt > 0, we have:
1 "1
TopK B Z (f.}:'G?(I.Tf) + f_f) — Z j—)TﬂpK (aGf(z.'t) + ff) < &||laGy(ve)]|.
1

Discussion. We validate Assumption 1 experimentally on a number of different learning tasks in
Section 6 (see also Figure 1). In addition, we emphasize the following points:

0.700
— Top¥ [K=0.1%] — Topk [K=0.1%] ~ —— Topk [K=0.025%]
0.6751 —— TopK [K=1.0%] 2001 Topk [K=1.0%] 2.01 —— TopK [K=0.1%]
0.5501 —— Top# [K=10.03%] — Top¥ [K=10.0%%] —_— Top [K=0.2%]
: _— - 154
— Baseline _— —— Baseline _ = Baseline
5 0.6251 5 190 2
] i m 104
05001 100 1
0.5754 037
0.5504 301 0.0
0 10 20 30 40 50 0 10 20 20 40 S0 0 25 50 75 100 125 150
Epoch Epoch Epoch
(a) RCV1 convergence. (b) Linear regression. (c) ResNetl 10 on CIFARI10.

[1] DanAlistartz ¢ 1 = S F f @Y SpafsiKefD NI 2R/ABI/NEH SaySAIK 22RFa €2 b Lt { Qmy
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SparCMI¢ Quantified sparsallreducefor decentral updates

14 14 14 14

U U U U

Six epochs, 60 million params

1.225 A1 — 16-GPU BMUF 128 | === Linear Scalability
32-GPU SparcmL —&— SparCML
—— 64-GPU SparcML

1.200 4 —— 128-GPU SparCML

1.175 4

1.150 A

w

w

S

= 1125 A 64
(]

1.100 4

a 200 400 600 800 1000 1200
time {min)
1.075 4

1.050 4

B
10251, ; . . : . . . 1
0 2500 5000 7500 10000 12500 15000 17500

time (min) 148 16 32

64 128

Microsoft Speech Production Workload ResqlsweeksA 2 dayd

System Dataset | Model # of nodes | Algorithm Speedup
Piz Daint | ImageNet | VGG19 8 | Q4 1.55 (3.31)
Piz Daint | ImageNet | AlexNet 16 | Q4 1.30 (1.36)
Piz Daint . . | Topl6_Q4 3.65 (4.53)
EC2 MNIST MLP 8 Topl6.Q4 | 19.12 (22.97)

C.Renggli TH et alSparCMLHighPerformance Sparse Communication for Machine Learning, Tuesday, 19 November 20191 1:30a0401402-403-404
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Deep500: An HPC Deep Learning Benchmark and Competition

A Integratestensorflow, pytorch, caffee2 into a single benchmarking framewor
A Separate definition of benchmark metrics, shared across all levels
A Lean reference implementations simple to understand and change

A Operators (layer computations) 200 ways to train DNNs
A Optimizers (SGD etc.)
A Distribution schemes (adflorovod

A Modular Benchmarking Infrastructure for
High-Performance and Reproducible Deep Learning

Tal Ben-Nun, Simon Huber, Maciej Besta, Alexandros Nikolaos Ziogas, Daniel Peter, Torsten Hoefler
Department of Computer Science, ETH Zurich

Similar to reference LINPACK benchmark

A Supports optimization of components
E.g., no need to reimplement an optimizer to replace gradient compression!
Easily compare to all frameworks!

Abstract—We introduce Deep500: the first customizable bench-
marking infrastructure that enables fair comparison of the
plethora of deep learning frameworks, algorithms, libraries,
and techniques. The key idea behind DeepS00 Is its modular
deslgn, where deep learning Is factorized Into four distinct levels:
operators, network processing, training, and distributed training,
Our evaluation illustrates that DeepS00 s cusfomizable (enables
combining and benchmarking different deep learning codes)
and fair (uses earefully selected metrics). Moreaver, DeepS00 Is
Jfast (Incurs negligible overheads), verifiable (offers infrastructure
o analyze correciness), and reproducible. Finally, as the first
distributed and reproducible benchmarking system for deep
learning, DeepS00 provides software Infrastructure o utllize the
st powerful supercompuiers fo csireme.scale workloads,

index Terms—Distributed Deep Learning,

Deep Learning, Parallel Daep Learning, Benchmarking

DeepS00 code for

. INTRODUCTION
Deep Leaning (DL) has transformed the world and is now
ubiquitous in areas such as speech recognition, image classi-
fication, or autonomous driving [3]. Its central concept is a

on different platforms, and executing custom algorithms. To
achieve this, we design DeepS00 to be a meta-framework that
can be straightforwardly extended to benchmark any DL code.
Table I illustrates how various DL framewarks, libraries, and
frontends can be integrated in DeepS00 to enable easier and
faster DL programming. @ “Metrics” indicales that DeepS00
embraces a complex nature of DL that, unlike benchmarks
such as TopS00 [15], makes a single number such as FLOPS an
insufficient measure. To this end, we propose metries that con-
sider the accuracy-related aspects of DL (e.g., time required
to ensure a specific test-set accuracy) and performance-related
issues (.g.. communication volume). ® “Performance” means
that DeepS00 is the first DL benchmarking infrastructure that
can be inkegrated with parallel and distributed DL codes. @
“Validation” indicates that DeepS00 provides infrastructure to
ensure correctness of aspects such as convergence. Finally,
Deep500 embraces & “Reproducibility” as specified in recent
HPC initiatives [18] to help developing reproducible DL codes.

Table 11 compares DeepS00 to other benchmarking infras-
tructures with respect to the offered functionalities. DeepS00

Deep Neural Network (DNN), 2 structure modeled after the
1000 -{Allreduce: C++/MPI'SGDO human brain. Thanks (o rigorous raining, DNNs are able o 1> W only system that focuses on performance, aceuracy, and
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Fig. 11: Scaling Analysis of Level 3
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Turning 1806degreec Deep Learning for HPCNeural Code Comprehension

A In 2017, GitHub reports 1 billiogit commits in 337 languages!
A Can DNNsinderstandcode?
A Previous approaches read the code direcfly suboptimal (loops, functions)

double thres =5.0; %mp = fcmp olt double %x, 5.0

. i1 O, 0, 0,
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I X=y"Y %2 = fmul double %y, %y %X %0
elise

GE:
Xx=2.0"%*y; » %3 = fmul double 2.0, %y /\

%y
AFTER: »
X +=1.0; %4 = phi double [%2,%LT], [%3,%GE] %2
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e Dataflow (basic blocks) conteXtualFlow Graph

BenNun,Jakobovits TH: Neural Code Comprehension: A Learnable Representation of Code Semantics, NIPS 2018
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Deep Learning for HPCNeural Code Comprehension

A Embedding space (using the Sigpam model)
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BentNun,Jakobovits TH: Neural Code Comprehension: A Learnable Representation of Code Semantics, NIPS 2018
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Deep Learning for HPCNeural Code Comprehension

Predicts which device is faster (CPU or GPU) Optimal tiling

BentNun,Jakobovits TH: Neural Code Comprehension: A Learnable Representation of Code Semantics, NIPS 2018



