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…	  And	  Failures	  Are	  Becoming	  More	  Common	  
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From	  “AutomaFng	  SoHware	  Failure	  ReporFng”	  by	  B.	  Murphy,	  ACM	  Queue	  2,	  2004	  
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Errors	  in	  OS	  Memory	  	  Shown	  To	  Be	  More	  Likely	  
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Figure 8. The error probabilities for different areas in the row/column space of a bank.
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Figure 9. Error distribution over pages.

Figure 8 shows several interesting trends that are consistent
across systems. Focusing on the dark areas in each graph, which
present concentrations of errors, we first see that for all systems
consistently the top left area shows increased error density. This
area tends to span at least the first 512 columns and the first 512
rows. For several of the systems, a whole band along the very top
of the row space, across all columns, shows increased error rates.
For two of the six systems we observe similar concentrations of
errors at the end of the row/column space, i.e. in the bottom right
of the graphs at the highest numbered rows and columns. Secondly,
we find that for three of the systems the entire rows in the center of
the row space exhibit increased error probabilities.

Observation 11: Not all areas on a chip are equally likely to
be affected by errors. In particular, the top and the bottom of the
row/column space on a bank seem to be more likely to experience
errors. Additionally, the upper-left corner corresponds to memory
used by the OS, which may play a role in the increased error prob-
abilities.

3.7 Hard errors from the OS’s point of view

Throughout this section we have observed different ways in which
DRAM errors tend to cluster in space. We have seen that errors tend
to repeat on the same address, along the addresses of a row/column
and on certain areas of a chip. All these measures for spatial clus-
tering were very hardware oriented. In order to explore protection
mechanisms at the OS level, an important question is how the clus-
tering of errors translates to the operating system level. For exam-
ple, retiring pages with errors would work most efficiently and ef-
fectively if most of the errors tended to cluster on a small number
of pages. Unfortunately, error clusters at the hardware level do not
directly translate to clusters on pages. For example, errors along the
same row or column do not necessarily lie on the same page.

To shed some light on how errors are distributed across pages,
Figure 9 (left) shows the CDF for the number of errors per page
and the number of unique locations with errors per page for those
systems for which the information is available (BG/L and BG/P).
The number of unique locations with errors per page is low (on
average 1.4 and 1.8 for BG/L and BG/P, respectively) and around
90% of all pages have only a single one. However the total number
of errors observed per page is still quite large, most likely due to re-
peat addresses. More than 60% of the pages experience more than
one error, and the average number of errors per page is 31 and 12,
for BG/L and BG/P respectively. More importantly, the distribu-
tion of errors across pages is very skewed, maybe not surprisingly
given the frequency of repeat addresses that we observed earlier.
Figure 9 (right) shows the fraction of all errors that is contributed
by the fraction of the top x% of pages with the most errors. 1% of
all pages with errors account for 30-60% of all errors, depending
on the system, and the top 10% of all pages with errors account for
more than 90% of all errors for both BG/L and BG/P. This skew
in the number of errors page is good news for techniques relying
on page retirement, as it means that by retiring a small fraction of
pages a large number of errors can be prevented.

Observation 12: More than 60% of pages that experience an
error, experience at least on follow-up error. The distribution of
the number of errors per page is highly skewed, with some pages
accounting for a large fraction of errors.

Observation 13: An operating system that could identify and
retire those pages that are likely to develop a large number of er-
rors, would avoid a large fraction of errors (90%) by retiring only a
small fraction (10%) of pages with errors.

This observation motivates us to study the possible effectiveness
of different page retirement policies in Section 4.

3.8 Hard errors and multi-bit / chipkill errors

From a systems point of view the most worrisome type of errors
are multi-bit and chipkill errors, as these are the errors that in
the absence of sufficiently powerful hardware ECC turn into un-
correctable errors leading to a machine crash (or if undetected to
the use of corrupted data). Given the correlations we observed be-
tween errors in the previous subsections, an interesting question is
whether it is possible to predict an increased likelihood of future
multi-bit or chipkill errors based on the previous error behavior in
the system. In particular, one might speculate that prior repeat er-
rors, which likely indicate hard errors, will increase the probability
of later multi-bit or chipkill errors. Knowledge about the increased
likelihood of future multi-bit or chipkill errors could be used by
an adaptive system to take proactive measures to protect against
errors.

From	  “Cosmic	  Rays	  Don’t	  Strike	  Twice:	  Understanding	  the	  Nature	  of	  DRAM	  Errors	  
And	  the	  ImplicaFons	  for	  System	  Design”	  by	  A.	  Hwang	  et	  al,	  from	  ASPLOS’12	  



Current	  OS	  Handling	  of	  DRAM	  Failures	  

	  
ROSS’12,	  June	  29,	  2012,	  Venice,	  Italy	  	  

	  

o 	  Current	  OSs	  hard	  reboot	  for	  DRAM	  failures	  in	  OS	  memory	  

	  
	  
o 	  If	  we	  can	  correct	  this	  error,	  we	  can	  avoid	  a	  restart	  and	  make	  forward	  progress	  



Our	  Goal	  
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Construct an operating system/runtime resilient to soft errors. 

o 	  The	  resilient	  OS/runFme	  key	  to	  the	  scalability	  of	  extreme-‐scale	  systems	  

o 	  A	  hardened	  OS/runFme	  can	  conFnue	  in	  the	  presence	  of	  failures	  

o 	  A	  resilient	  OS	  and	  runFme	  criFcal	  to	  the	  emerging	  forward-‐error	  recovery	  methods	  

o 	  These	  forward-‐error	  recovery	  methods	  are	  predicted	  to	  have	  lower	  overheads	  and	  avoid	  
the	  wasted	  computaFon	  of	  current	  rollback/recovery	  methods	  	  	  	  



DRAM	  Failures:	  A	  Quick	  Refresher	  
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o 	  DRAM	  becoming	  largest	  porFon	  of	  machines	  power	  budget	  

o 	  Prevalence	  of	  errors	  in	  HPC	  due	  to	  number	  of	  DRAM	  modules	  (10K	  –	  100K	  in	  current	  
systems)	  

o 	  SuscepFbility	  due	  to	  a	  combinaFon	  of	  quanFty	  and	  density	  

o 	  Power	  opFmizaFons,	  for	  example	  decreased	  supply	  voltages	  and	  increased	  density,	  
will	  further	  increase	  error	  rates	  

o 	  Types	  of	  errors:	  single-‐bit	  correctable,	  double-‐bit	  detectable,	  mulF-‐bit	  undetectable	  
errors	  
	  
o 	  Uncorrectable	  errors	  becoming	  increasing	  common	  –	  8%	  of	  all	  DIMMS/year	  on	  current	  
systems	  

	  



Current	  State	  of	  the	  Prac&ce	  
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o 	  	  Single-‐symbol	  Error	  CorrecFon	  and	  Double-‐symbol	  Error	  DetecFon	  (SEC-‐DED)	  but	  at	  a	  
cost	  of	  increased	  energy	  and	  reduced	  performance	  

o 	  Similarly	  for	  Chipkill	  which	  tolerates	  an	  enFre	  DRAM	  chip	  failure	  

o 	  Errors	  result	  in	  a	  Machine	  Check	  ExcepFon	  (MCE)	  which	  logs	  the	  error	  and	  kills	  the	  
applicaFon	  which	  memory	  belongs	  to	  

o 	  Failures	  that	  occur	  in	  the	  OS	  typically	  result	  in	  a	  hard-‐reboot	  

o 	  Common	  resilience	  methods	  (i.e.	  rollback	  recovery)	  focus	  only	  on	  applicaFon	  and	  not	  
the	  OS	  



Our	  Approach:	  Compare	  Vulnerability	  of	  Linux	  
and	  KiPen	  LWK	  
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o 	  Comparing	  two	  OSs	  similar	  to	  ones	  likely	  seen	  on	  an	  exascale-‐class	  system;	  Kiden	  and	  
CLE	  

o 	  	  Purpose	  of	  this	  evaluaFon	  is	  to	  look	  at	  the	  ease	  of	  protecFng	  each	  respecFve	  OS	  to	  
DRAM	  failure	  

o 	  This	  iniFal	  study	  looks	  at	  a	  number	  of	  factors:	  

o 	  Code	  complexity.	  	  Metric:	  Source	  Lines	  Of	  Code	  (SLOC)	  count	  

o 	  Memory	  footprint	  of	  the	  OS	  while	  running	  an	  HPC	  applicaFon	  (LAMMPS)	  

o 	  IndenFfying	  representaFve	  criFcal	  state	  that	  must	  be	  protected	  

o 	  These	  factors	  used	  to	  suggest	  failure	  miFgaFon	  mechanism.	  	  For	  example,	  small,	  
simple	  state	  may	  effecFvely	  protected	  with	  redundancy	  	  



KiPen:	  A	  Next	  Genera&on	  Lightweight	  Kernel	  

	  
ROSS’12,	  June	  29,	  2012,	  Venice,	  Italy	  	  

	  

o 	  A	  special-‐purpose,	  limited	  funcFonality	  OS	  developed	  at	  Sandia	  

o 	  Latest	  in	  SUNMOS,	  Puma,	  Cougar,	  Catamount	  line	  of	  lightweight	  kernels	  

o 	  Code	  base	  derived	  from	  Linux,	  therefore	  ABI	  compaFble	  

o 	  Compute	  node	  kernel	  providing	  only	  that	  funcFonality	  needed	  for	  a	  set	  of	  mission	  
criFcal	  HPC	  applicaFons	  

o 	  FuncFonality	  not	  needed	  in	  kernel	  pushed	  into	  user	  space	  
	  
o 	  Full-‐featured	  guest	  OS	  can	  be	  loaded	  on-‐demand	  via	  the	  Palacios	  virtual	  machine	  
monitor	  

Open Source: Kitten (http://code.google.com/p/kitten),  
Palacios (http://www.v3vee.org/palacios) 



CLE:	  The	  Cray	  Linux	  Environment	  
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o 	  Cray’s	  scalable	  OS	  for	  the	  XT	  and	  XE	  line	  of	  supercomputers	  

o 	  Stripped-‐down	  kernels	  run	  on	  compute	  nodes	  while	  full	  featured	  kernels	  run	  on	  the	  
IO	  nodes	  

o 	  Both	  kernels	  based	  on	  the	  Linux	  general	  purpose	  OS	  

o 	  Compute	  node	  opFmizaFons	  include:	  

o 	  Enhancements	  to	  memory	  management	  

o 	  Improved	  out-‐of-‐memory	  handling	  

o 	  ModificaFons	  for	  decreased	  OS	  “jider”	  

o 	  Forwarding	  of	  IO	  to	  full-‐featured	  nodes	  



KiPen	  Significantly	  Less	  Complex	  Than	  CLE	  
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KiPen	  Simplicity	  Also	  Seen	  With	  OS	  Task	  
Structure	  
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In	  Prac&ce,	  CLE’s	  Footprint	  is	  Also	  Bounded	  
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Example	  of	  OS	  Cri&cal	  State:	  Page	  Table	  Entries	  
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o 	  Correct	  PTEs	  criFcal	  to	  proper	  execuFon	  of	  an	  applicaFon	  

o 	  Both	  Kiden	  and	  Linux	  store	  PTEs	  in	  kernel	  memory	  

o 	  Memory	  used	  dependent	  on	  page	  size	  
o 	  4K	  pages:	  2MB	  per	  GB	  of	  applicaFon	  memory	  
o 	  2MB	  pages:	  8KB	  per	  GB	  of	  applicaFon	  memory	  
o 	  1GB	  pages:	  8B	  per	  GB	  of	  applicaFon	  memory	  

o 	  Kiden	  always	  able	  to	  use	  larger	  page	  size	  due	  to	  its	  segment-‐based,	  staFc	  memory	  
allocaFon	  policy	  

o 	  Linux	  adempts	  to	  use	  larger	  page	  size	  but	  fragmentaFon	  is	  an	  issue	  

o 	  Kiden’s	  determinisFc	  page	  mappings	  makes	  PTE	  verificaFon	  as	  easy	  as	  storing	  a	  base	  
and	  offset.	  	  Linux	  verificaFon	  much	  more	  complicated	  

o 	  Note:	  when	  a	  corrected	  PTE	  is	  found,	  computaFon	  must	  rollback	  as	  corrupted	  value	  
may	  have	  been	  used	  



Summary	  
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o 	  DRAM	  failures	  in	  the	  OS	  a	  common	  error	  on	  current	  systems	  and	  expected	  to	  increase	  
in	  frequency	  

o 	  An	  OS	  resilient	  to	  these	  failures	  criFcal	  to	  scalability	  of	  extreme-‐scale	  systems	  

o 	  In	  this	  work	  we	  focus	  on	  two	  HPC	  OSs	  likely	  seen	  on	  extreme-‐scale	  system:	  Kiden	  and	  
Linux	  

o 	  Presented	  the	  complexity	  of	  each	  OS	  in	  term	  of	  SLOC	  count,	  examine	  memory	  
footprint,	  and	  evaluate	  vulnerability	  of	  criFcal	  state	  

o 	  Overall,	  our	  results	  suggest	  hardening	  the	  Kiden	  LWK	  to	  be	  more	  tractable	  due	  to	  its	  
smaller,	  determinisFc	  state	  	  



Current	  and	  Ongoing	  Work	  
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o 	  Kiden	  our	  iniFal	  target	  for	  invesFgaFon	  due	  to	  its	  smaller,	  simpler,	  and	  largely	  staFc	  
state	  

o 	  	  IdenFficaFon	  of	  criFcal	  state	  nearly	  complete	  

o 	  ConducFng	  analysis	  of	  failure	  miFgaFon	  methods,	  outlining	  both	  the	  space	  and	  
performance	  overheads	  

o 	  Where	  appropriate,	  mechanisms	  being	  evaluated	  for	  Linux	  

o 	  Developed	  library	  to	  also	  allow	  applicaFons	  to	  recovery	  from	  memory	  failures	  while	  
avoiding	  rollback	  

o 	  Errors	  in	  the	  OS	  beyond	  DRAM	  also	  being	  evaluated	  
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DOE	  Exascale	  OS/RunFme	  Technical	  Council	  

•  Summarize	  the	  challenges	  of	  exascale	  OS/R	  
•  Assess	  the	  impact	  on	  OS/R	  of	  exascale	  requirements	  of	  faciliFes	  

and	  producFon	  support,	  applicaFons	  and	  programming	  models,	  
and	  hardware	  architectures	  

•  Describe	  a	  model	  to	  interact	  with	  vendors	  such	  that	  there	  can	  be	  
proprietary	  innovaFon	  but	  sFll	  support	  specific	  APIs	  that	  allow	  
interoperability/portability	  and	  a	  minimum	  set	  of	  requirements	  for	  
funcFonality	  

•  IdenFfy	  promising	  approaches	  to	  challenges	  and	  requirements	  by	  
engaging	  the	  HPC	  research	  community	  and	  by	  drawing	  on	  novel	  
approaches	  from	  other	  related	  areas	  such	  as	  embedded	  compuFng	  
and	  cloud	  compuFng	  

•  ArFculate	  dependencies,	  conflicFng	  requirements,	  and	  prioriFes	  of	  
the	  OS/R	  research	  agenda	  

•  Submit	  findings	  to	  the	  DOE	  Office	  of	  Science	  and	  NNSA	  in	  a	  report	  
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